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Abstract

We present a query-by-humming music recognition
system to retrieve a melody from a database of MIDI
music. The hummed melody input is converted to
a sequence of notes by a pitch estimation frontend
so that the recognition task can be formulated as an
error-tolerant string matching problem. The music
notation used shows tempo and tone height invari-
ance. Errors due to missing, additional or modi�ed
notes are taken into account in a novel string match-
ing algorithm based on ranking order relationships.
Using an error model of the melody input, evolution-
ary strategies are applied to optimize the recognition
rates. The implementation of the music recognition
system is based on e�cient data structures and web
technologies. Quantitative results are presented for
melody recognition. We brie
y compare the method
with related work and conclude with an outlook.

1 Introduction

Query-by-humming is one important approach to re-
trieve music based on acoustical input. The challenge
of matching a hummed melody to the appropriate
piece of music in a database is the variability of the
human input. A hummed melody is composed of a
sequence of notes, each of the notes characterized by
a tone height (frequency) and duration. The search
melody contains errors which can originate from dif-
ferent error sources: The melody could lack certain
notes or could contain additional notes which are not
in the reference database. The notes can also have a
correspondence in the database, but the signal values
(tone height and duration) are erroneous, i.e. deviate
from the reference values.

For music information retrieval an overview of
available methods and their application areas are pre-
sented in [20]. There is a multitude of algorithms to

perform error-tolerant matching of search and refer-
ence signals. Typically they are optimized to handle
special sources of errors, but not all of them at the
same time: Cross-correlation methods can deal well
with individual signal value errors due to their inte-
gration over a signal window [14]. But their perfor-
mance quickly degrades in case of inclusion or omis-
sion of values. Dynamic programming approaches are
another popular matching technique to compare se-
quences of symbols, even if their sequence lengths
di�er [10],[16],[21].

In this article we present an e�cient system so-
lution for an error-tolerant retrieval of melodies: In
section 2 the pre-processing of the audio input to es-
timate the pitch frequency over time and the extrac-
tion of notes with quantized tone heights and dura-
tions are brie
y presented. In the following section 3
the ranking order algorithm is summarized. The al-
gorithm is applied to music search (section 4) and
the optimization of the recognition performance is
sketched in section 5. The melody input errors are
generated based on an error model (section 6). The
architecture of the implemented system is presented
in section 7. In order to achieve fast response times
the algorithm uses e�cient pre-sorted data structures
which are described in section 8. The music recog-
nition performance for di�erent input error levels is
discussed in section 9. In section 10 related work is
brie
y discussed and the article ends with a conclu-
sion and an outlook in section 11.

2 Pre-Processing of Audio Input

The fundamental frequencies of the hummed melody
can be estimated in the time / autocorrelation do-
main like done in [3] or are computed in the frequency
domain, see e.g. [8]. We are using the autocorrela-
tion domain for the estimation. The audio signal is
�rst low-pass �ltered so that only frequencies below
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1 kHz are remaining. The signal is now processed in
40 ms frames with 50% overlap. All frames where
the energy exceeds a percentage of the overall sig-
nal energy are marked as voiced and contribute to
the pitch estimation. The auto-correlation function is
computed between the minimum and maximum pos-
sible pitch lags. The pitch lag with the maximum
auto-correlation value is determined for each frame.
Using a quadratic spline interpolation a more precise
pitch lag estimate near the initial quantized pitch lag
value is computed. The improved pitch lag is con-
verted to a pitch frequency and adjacent notes with
low pitch deviation and short durations are combined
to avoid short spurious notes. The tone height is
quantized to keep only the frequencies on the octave
scales (log scale, see section 4). Also the tone dura-
tion information is quantized on a log scale to become
tempo-invariant.

3 Search Algorithm based on
Ranking Order

In [19] a fault-tolerant search algorithm for one-
dimensional signals, e.g. a sequence of discrete val-
ues, is introduced. Similar to rank correlations as
e.g. the Spearman's rank correlation coe�cient this
method is based on a ranking order analysis that eval-
uates for two sequences of discrete values how similar
their elements are ordered according to their element
positions. The introduced method shows robustness
in the presence of element variations, insertions or
omissions:

In a one-dimensional sequence of values an order re-
lationship can be de�ned between the elements of this
sequence if the positions of each element are �xed.
The reference sequenceSr = (3 ; 1; 2) e.g. de�nes an
order relationship for the elements 1, 2 and 3. The
elements 1 and 2 of another sequenceSk drawn in
comparison to Sr have to be ranked behind element
3 to be in accordance withSr . If x(v; Sk ) 2 N is the
position x of a value v in the search key sequenceSk

the relationship de�nition r for two elements scores
if two successive elementsv1 and v2 of Sr are also
arranged successively inSk :

r (v1; v2; Sk ) =
�

1 : x(v1; Sk ) < x (v2; Sk )
0 : otherwise

(1)

with x(v1; Sr ) < x (v2; Sr )

In turn, r (v1; v2; Sk ) = 0 indicates an order mis-

match of v1 and v2 in Sk in comparison to Sr . Let
v(x; Sk ) 2 Z be the value at position x in Sk , and let
l (Sk ) be the length of a sequenceSk . Equ. 2 shows a
normalized similarity measures 2 R that counts how
often two adjacent values (v(i; Sr ) and v(i + 1 ; Sr ))
of Sr are also arranged successively inSk :

s(Sr ; Sk ) = (2)

1
l(Sk ) � 1

l (Sk ) � 1X

i =1

r (v(i; Sr ); v(i + 1 ; Sr ); Sk ):

This equation is evaluated under the condition that
the order of a sequence ofSr values is mapped to the
same sequence order inSk .

Consider the case that a search key sequenceSk

should be found in a longer reference sequenceSr

(l (Sr ) >> l (Sk )), Sk is compared with a sliding
window of Sr and the maximum value of the di�er-
ent comparisonssm (Sr ; Sk ) is taken as the similarity
measure betweenSk and Sr :

sm (Sr ; Sk ) = max
8j 2 [1;z (Sr )]

f s(Srj ; Sk )g ; (3)

whereSrj is a sub-sequence ofSr starting at position
j with a length l(Srj ) � l (Sk ) and z(Sr ) is the total
number of sub-sequences inSr . While sm (Sr ; Sk ) = 1
indicates a complete match,sm (Sr ; Sk ) = 0 shows a
mismatch. Fig. 1 illustrates the robustness of this
search technique with two example sequencesSr and
Sk . The similarity measure in Equ. 2 is very robust

Figure 1: Visualization of similarity measure between
two sequences of di�erent lengths with tolerance� = 1

in terms of additional or omitted values, but it does
not take changing values into account.
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Let us assume that a value deviation of up to� is
tolerated so that all values v0(x; Sk ) with v(x; Sk ) �
� � v0(x; Sk ) � v(x; Sk ) + � are considered as match
for v(x; Sk ). If the values v(x; Sk ) are quantized and
are represented by integer numbers, a set of tolerated
values is accepted as matching:

V� (x; Sk ) = f v(x; Sk ) � �; : : : ; v (x; Sk ) + � g:(4)

The de�nition of Sk changes to

Sk (� ) =
��

V� (1; Sk )
1

�
; : : : ;

�
V� (l (Sk ); Sk )

l (Sk )

��
: (5)

Sk (� ) is the fault-tolerant representation of a search
sequence of quantized values. It is searched in a ref-
erence sequenceSr consisting of values without toler-
ances, becauseSr is faultless. An � -tolerant similarity
s(Sr ; Sk (� )) is de�ned as

s(Sr ; Sk (� )) = max
8j 2 [1;l (Sr ) � l (Sk )+1]

f (6)

1
l(Sk ) � 1

l (Sk )+ j � 2X

i = j

r � (v(i; Sr ); v(i + 1 ; Sr ); Sk (� )) g :

Sk (� ) now contains expected valuesV� (x; Sk ) in an
� -tolerated range around position x. In contrast to
Sr no clear position assignment for values inSk (� ) is
possible. Valuesv(x; Sr ) in Sr at position x can only
be assumedclose to position x in Sk (� ), so that the
de�nition of x (as given above) needs to be modi�ed
as de�ned in Equ. (8) with

d+ = min
8j 2 N:x + j � l (Sk )

f j jv(x; Sr ) 2 V� (x + j; S k )g

d� = min
8j 2 N:x � j> 0

f j jv(x; Sr ) 2 V� (x � j; S k )g ; (7)

so that

x � (v; Sk (� )) =

8
>><

>>:

x(v; Sr ) : v(x; Sr ) 2 V� (x; Sk )
x(v; Sr ) + d+ : d+ < d �

x(v; Sr ) � d� : d+ � d�

� 1 : v(x; Sr ) 62Sk (� )

:

(8)
A position x � (v; Sk (� )) = e means, that a value v
is closest to the original position x (within Sr ) at
position e within Sk (� ). Let a 2 Z be the position
of v1 in Sk (� ) with a = x � (v1; Sk (� )), and let b 2 Z
be the position of v2 in Sk (� ) with b = x � (v2; Sk (� )).
The order relationship r � (v1; v2; Sk (� )) then becomes

r � (v1; v2; Sk (� )) =
�

1 : a < b
0 : otherwise

: (9)

r � (v1; v2; Sk (� )) can be generalized to values between
0 and 1 by introducing a penalty factor 2 [0; 1] if two
adjacent elements in one sequence are distant in the
other sequence.

4 Application of Ranking Order to
Music Search

In music notation tone height and duration are quan-
tized. Twelve half tone steps are placed in an octave
interval on a logarithmic scale, so that f

0

i +1 = 12
p

2f
0

i

and f
0

i +12 = 2 f
0

i . Since the tone heights are quan-
tized, the frequency valuesf

0
can be mapped to in-

teger values f with f = a ld( f 0

1 Hz) + b. The pa-
rameters a and b are chosen according to the MIDI
convention so that the tone heights are translated
as C-2, C#-2, D-2, ... G8 ! 0; 1; 2; :::; 127 (see
[12] and [22]). Singing the same melody on a dif-
ferent tone height translates in an o�set of the cor-
responding f values. The inter-pitch intervals (tone
height di�erences) � f are invariant against present-
ing a melody on a di�erent tone height, sincef values
are shifted by the same o�set which cancels out when
taking di�erences [9].

In music notation tone durations are quantized on
a linear scale. The shortest note considered is a

1
128 note and longer durations are integer multiples
of this period. The duration can be translated to
an absolute period of time by means of the tempo.
If a song is presented with a di�erent tempo, all
note durations scale by the same factor. In order
to achieve a recognition invariance for how fast a
melody is sung, durations are calculated on a loga-
rithmic scale with d(t) = c ld( t

1s) + e. If we represent
our shortest note ( 1

128 ) as 1 and the longest consid-
ered note 256 � 1

128 as 127 for a medium tempo
( 1

4 note duration is 1
100 min = 0 :6 s), this leads to

d( 1
32 � 0:6s) = 1 and d(8 � 0:6s) = 127 ) c =

15:74998 ande = 91:35719.
Tone duration di�erences � d are inter-onset in-

terval ratios of neighbouring notes on a logarithmic
scale. They are invariant against presenting a melody
in di�erent tempos, since durations change by the
same o�set on the logarithmic d scale which cancels
out when taking di�erences. The notes are stored
in this logarithmic format which is referred to as
complexity-reduced format (CORE) in the following.
The � d value can be represented by a byte since they
range from -127 ... 127.

The ranking order algorithm as presented in the
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last section is now applied to the music search prob-
lem: For tone height similarity the values v(x; Sk )
are replaced by � f (x; Sk ) and the tolerance � is sub-
stituted by the tone height tolerance � 2 N. The
similarity measure then becomes

s(Sr ; Sk (� )) = max
8j 2 [1;l (Sr ) � l (Sk )+1]

f (10)

1
l(Sk ) � 1

l (Sk )+ j � 2X

i = j

r � (� f (i; Sr ); � f (i + 1 ; Sr ); Sk (� )) g :

For tone duration similarity the values v(x; Sk ) are
replaced by � d(x; Sk ) and the tolerance � is substi-
tuted by the tone duration tolerance 
 2 N:

s(Sr ; Sk (
 )) = max
8j 2 [1;l (Sr ) � l (Sk )+1]

f (11)

1
l(Sk ) � 1

l (Sk )+ j � 2X

i = j

r 
 (� d(i; Sr ); � d(i + 1 ; Sr ); Sk (
 )) g :

5 Optimization of Recognition
Performance

In the scope of experiments we observed tone height
information to be more helpful for music recognition
than tone duration information, so that the actual
implementation is divided into two steps in order to
reduce the overall search process runtime: 1.) A fuzzy
search, which is only based on tone height informa-
tion, identi�es the m most potential song candidates
(L m

f ) of the whole music database. 2.) A more precise
search analyses the result of step 1 (L m

f ) also taking
tone durations into consideration to get the �nal re-
trieval result L n with n � m remaining candidates
(L n � L m

f ) as overall result of the music retrieval
process. The fuzzy search is weighted with! f while
the precise search is weighted with! p. The �nal simi-
larity s(S; ! f ; ! p; Sk (� ); Sk (
 )) for each songS in L m

f
is de�ned as

s(S; ! f ; ! p; Sk (� ); Sk (
 )) = (12)

! f � s(S; Sk (� )) + ! p � s(S; Sk (
 )) :

with �; 
 2 N0, ! f ; ! p 2 R, 0 � ! f � 1, 0 � ! p � 1
and ! f + ! p = 1. The song with the highest similarity
in L n is ranked at position 1, the song with the second
highest similarity is ranked at position 2, and so on,
so that L n �nally contains the n song candidates of
L m

f with the n highest similarity values after apply-
ing Equ. (12) in comparison to the search melody. As

optimization technique Evolutionary Strategies (ab-
breviated by ES) have been chosen. ES are a common
way for parametric optimization, and they are ap-
plied to a lot of problems that cannot easily be solved
by conventional methods. Every solution is assigned
a �tness value, which measures the solution's quality
in the problem domain. In the course of an evolution-
ary process innovation operators such as mutation or
crossover are applied to optimize the solution. While
a mutation is commonly performed by adding nor-
mally distributed random numbers (with zero mean
value) the recombination in general exchanges solu-
tion components between two solutions. For details
see [17], [7], [1] or [2].

In order to check the quality of an evolved param-
eter vector in the scope of the ES, a setT of 200
faulty training music sequences had to be retrieved
in a training music database composed of 2000 songs
only for training purposes. The 200 faulty training
music sequences have been derived from 50 faultless
music sequences (with an average length of 25 notes)
which are taken out of the training database. Each
faultless music sequence has been used to create four
faulty sequences by applying the probability-based
model as introduced in section 6 withPf = 0 :15 (for
a tone height error), Pd = 0 :25 (for a tone dura-
tion error), Pi = 0 :1 (for the insertion of a note) and
Pr = 0 :1 (for the omission of a note).

The �tness of every parameter vector has been
computed on the basis of each retrieval resultL n for
every search melodySk from the training set T . L n

contains the ranked retrieval results of the n most
potential song candidates in comparison toSk . Let
xs(Sk ; L n )) 2 [1; n] be the position of the retrieved
melody in L n if the search melody Sk can be re-
trieved. The retrieval quality q(Sk ; L n ) for one search
sequence is de�ned to be

q(Sk ; L n ) =

(
1p

x s (Sk ;L n )
: Sk 2 L n

0 : Sk 62L n
; (13)

so that quality q(Sk ; L n ) increases the better the ex-
pected search melodySk is ranked in L n . In best
case the search melody is ranked at position 1, so that
q(Sk ; L n ) = 1. In order to avoid too strict penalties
for good and moderate search results (even if the ex-
pected song is found at position 2) in Equ. 13 we have
made use of a square root instead of using 1

x s (Sk ;L n ) .
The �tness F (T ) of a parameter set for a complete

NRC-TR-2007-013 Copyright c
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set T of training search melodies can be de�ned as

F (T ) =
1

jT j
�

X

8Sk 2 T

q(Sk ; L n ); (14)

where jT j is the number of search melodies.
The goal of the parametric optimization was the

maximization of F (T ) for a set of 200 faulty music
sequencesT in a training music database of 2000 mu-
sic songs. The applied ES resulted in the best overall
�tness with ! f = 0 :9; ! p = 0 :1 and � = 
 = 1. The
fuzzy search, which is only based on tone heights,
is very dominant with a weight of 0:9. The precise
search, which incorporates tone lengths, just makes
slight improvements to the results of the fuzzy search
with a weight of 0:1. The optimized parameter vec-
tor has now been applied in the scope of the music
retrieval application as explained in section 7.

6 Modeling of Search Melody
Errors

A lot of faulty melody sequences need to be gener-
ated to be the basis for a representative training set
which is used for Evolutionary Strategies to deter-
mine the free parameters. The system has been used
with hummed or sung melodies as input using a pitch
extraction frontend. A probabilistic error model has
been chosen to produce faulty input sequences since
the impact of various error sources needs to be ana-
lyzed and the error rate should be controllable. The
following assumptions are made if a sequenceSk is
composed ofl(Sk ) notes n i with n i = (� f i ; � di )T

that shall incorporate melody errors:

� The probability for a faulty note n i 2 Sk ; 1 �
i � l (Sk ) is p.

� The faults for di�erent notes n i and n j with i 6=
j are statistically independent from each other.
This is a simpli�cation in case of neighboring
notes and should be studied in more detail in
future.

� X (n ) is the number of faults in a series ofn notes.

The overall probability for k faults is the Binomial
distribution

P
�

X (n ) = k
�

=
�

n
k

�
pk (1 � p)n � k : (15)

As a �rst approximation the errors are assumed to be
independent of each other:

� Pf is the probability for a tone height error,

� Pd is the probability for a tone duration error,

� Pi is the probability for an inserted note,

� Pr is the probability for a removed note.

The error model is a simpli�cation since it only as-
sumes insertions or removals of singles notes. The
implementation is straightforward: A uniformly dis-
tributed random number x 2 [0; 1] is computed for
every note n i (with 1 � i � l (Sk )). If x � Pf f;d;i;r g,
the according fault will be applied to the note n i .
The faulty values are modeled by a discrete probabil-
ity density function h(n i ).

Probabilistic model for tone height faults: Let
hf (n i ) be the distribution of faulty tone heights, if
a tone height fault occurs with hf (n i ) = hf (f; f i ).
This discrete distribution of faults is realized with a
binomial distribution. The basic assumption here is
that small tone height errors (one octave around the
true tone height) are more probable than larger ones.
The fault of hf (f i ; f i ) = 0 in case of an error is ex-
cluded. But due to the pitch estimation frontend, a
tone height fault of � 1 octave (=12 steps on thef
scale) is possible since the pitch frequency might be
wrong by a factor of 2:

hf (f; f i ) =

8
>>>><

>>>>:

0 : jf � f i j > 12_ f = f i
1

222

�
22

11 + f � f i

�
: 0 < jf � f i j < 12

1
223

�
22
11

�
: jf � f i j = 12

(16)
The implementation is similar to the case above: A
uniformly distributed random value x 2 [0; 1] is calcu-
lated. Depending on the value,x falls into an interval

I f (k) =

2

4
k � 1X

j = � 12

hf (f k + j; f i );
kX

j = � 12

hf (f k + j; f i )

1

A :

(17)
The tone height fault is thus de�ned to be k half tone
steps with f = f i + k; if x 2 I f (k).

Probabilistic model for tone duration faults: Let
hd(n i ) be the distribution of faulty tone durations if
a tone duration fault occurs with hd(n i ) = hd(d; di )
and d(t) =

�
c � ld

�
t

1s

�
+ e+ 1

2

�
2 [1; 127], wherebc

denotes a rounding down operation. Letc0 be de�ned

as c0 =
�

c +
1
2

�
= 16 (see section 3). Similar to tone

height faults the distribution for tone duration faults

NRC-TR-2007-013 Copyright c
 2007 Nokia
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hd(d; di ) is de�ned to be

hd(d; di ) =

8
<

:

0 : jd � di j > c 0

1
22c0

�
2c0

c0+ jd � di j

�
: 0 � j d � di j � c0:

(18)
Here again it is assumed that smaller tone duration
errors are more likely than larger ones. Tone dura-
tions measured in seconds are assumed to be wrong
maximum by a factor of 2. On the logarithmic scale
as introduced above they di�er by c. Since also the
durations d are integer values, the largest error is set
to c0 =

�
c + 1

2

�
. The implementation is also similar

to the implementation of tone height faults: A uni-
formly distributed random value x 2 [0; 1] is again
computed. Dependent on the valuex is assigned to
an interval

I d(k) =

2

4
k � 1X

j = � c0

hd(dk + j; d i );
kX

j = � c0

hd(dk + j; d i )

1

A :

(19)
The tone duration fault is thus de�ned to be k steps
with d = di + k; if x 2 I d(k).

7 System Architecture

Our music retrieval system, called NaviTune, has
been implemented on a cluster of Linux PCs (s. Fig.
3). For the parallelization of the computational tasks
PVM (Parallel Virtual Machine) has been used [6].
NaviTune has a web frontend to allow multiple par-
allel user sessions also from remote locations. The
block diagram of the system is sketched in Fig. 2.

Figure 2: Block diagram of NaviTune system

The system is initialized by calling the NaviTune
master program. Its purpose is to read user requests
from input �les and to return the n-best matches in
the database as output �les. The NaviTune master
starts several parallel NaviTune clients via PVM and
assigns dedicated music database partitions to each
of them based on their hardware performance (load
balancing). All pieces of music are indexed from 1 to
n, where n is the number of entries in the database.
The database partitions are characterized by a set of
indices that each of the clients has to process. The
clients load the assigned database partitions and wait
for input.

The user records the search melody as a wave �le
and calls the NaviTune web page in his browser. The
wave �le is uploaded to the NaviTune web server and
receives a unique name based on a session ID which is
maintained by the web server. Several search requests
with di�erent session IDs can be queued in the sys-
tem. For each session an independent NaviTune CGI
process is spawned on the web server: It calls a con-
verter program that transforms the recorded audio
signal into a sequence of symbolic notes (the so-called
CORE format) as introduced in section 4. Each se-
quence of notes is written into a separate �le based
on the session ID.

Figure 3: Parallel search process using PVM

The NaviTune master sends the sequence of notes
(search sequence) to each of the clients (s. Fig. 3).
The clients compare the melody with all melodies in
their partitions and return a similarity vector: For
each index in the assigned database partition they
return the similarity value (between 0 and 1). The
NaviTune master collects all results and returns the
best �tting candidates in a separate output �le for

NRC-TR-2007-013 Copyright c
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each session. The NaviTune web application reads
the result �les, create a web page with the names of
each piece of music and links to the actual music �les
so that the user can listen to it.

8 E�cient Implementation of
Search

In the scope of a retrieval process, which is based on a
sung or hummed input melody, monophonic informa-
tion has to be retrieved in a collection of music songs,
which are normally given as polyphonic information.
The MIDI format (see [12] and [22]) has been cho-
sen to specify the notation for tone heights and tone
durations.

The music database comprises a collection of 2000
polyphonic MIDI �les, each having an average dura-
tion of around three minutes. The notes sequences of
all MIDI channels are concatenated so that a poly-
phonic piece of music is transformed to one long
monophonic sequence.

The one-time transformation of MIDI songs into
the serialized music representation (one channel af-
ter the other) has not been optimized yet. Taking
into consideration that not all MIDI channels are
used for music or not all MIDI channels are relevant
for music retrieval (for example channels only used
for percussion), an optimization of the transforma-
tion procedure will most likely result in an optimized
system runtime performance, because the size of the
�nal music database will signi�cantly decrease if irrel-
evant music information is already �ltered out. The
reduced number of analyzed notes per piece of mu-
sic can also be used to recognize a higher number of
music �les with the same computational e�ort.

The runtime performance is dependent on the
length of the input sequence as well as on the number
of songs within the music database. In the result sec-
tion 9 the length of the input sequences has been 25
notes on average. The runtime of one retrieval pro-
cess has been on the order of seconds depending on
the number of search clients. While the search master
is running on a PC with a single processor core, the
hardware performance of the clients varies from older
single core CPUs to more powerful dual core engines.
The computation time is inversely proportional to the
number of clients since the communication overhead
is small compared to the actual calculations.

Each search client uses an optimized data struc-
ture in order to decrease the runtime for each search

Figure 4: Method of the inverted index so that non-
relevant tone di�erences are excluded from the search
process

process. After a preprocessing step (as described in
section 2) every search sequence is �nally composed
of tone height and tone duration di�erences (s. also
section 4). The elements of the search sequence are
the relevant information for music retrieval, so that
a lot of non-relevant elements of the music database
can be excluded from the search process without any
information loss. The data structure as shown in Fig.
4 supports a direct and fast access only to those ele-
ments that are also contained in the search sequence,
so that non-relevant information (e.g. tone heights or
tone durations that are not contained in the search
sequence) can explicitly be left out while calculating
the similarities. This method is similar to the use of
an inverted index. The data structure for each song
of the music database is organized as a collection of
�rst-in-�rst-out queues. Every possible tone height
di�erence and every possible tone duration di�erence
is assigned to a queue which contains all positions of
occurance for its corresponding tone height di�erence
(tone duration di�erence respectively). The �rst el-
ement of the queue contains the �rst position of the
corresponding tone height di�erence (or tone dura-
tion di�erence) while the last element of the queue
contains the last position. Due to this optimized data
structure every music song needs to be pre-processed
before it can be added to the music database. Af-
ter a song has been transformed into one long mono-
phonic sequence (as explained above) the tone height
di�erences and the tone duration di�erences will be
computed. After processing a certain positioni for
transformation the position i will be added to the
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queue of the currently (at position i ) computed tone
height di�erence and tone duration di�erence.

9 Music Recognition Results

The system has been tested by several people who
hummed melodies as input. It has been often the
case that the pitch estimate was o� by one octave. It
was di�cult with natural input to test the limits of
the system as a function of input errors. Therefore
we concentrated on injecting errors to an error-free
melody based on the error model outlined in sec-
tion 6. The similarity measure from section 3 has
now been applied to the search in a database of 2000
songs.
Figure 5 shows the similarity measures for a faultless
search sequence with signi�cantly di�erent weights
for fuzzy (wf ) and precise search (wp). The similar-
ities between the search sequence and all 2000 songs
have been ranked from the maximum value (on the
left) to the minimum (on the right). The bottom
line represents the result for a dominant fuzzy search
(wf = 0 :9; wp = 0 :1). The impact of di�erent weights
on the result is shown by the top line, which rep-
resents the similarity measures for a balanced rela-
tionship between fuzzy and precise search with the
weights wf = wp = 0 :5. While a dominant fuzzy
search in the scope of this example tends to result
in a more exact identi�cation of the corresponding
song, the similarity level in case of balanced weights
increases.

Fig. 6 illustrates the search result for 100 di�er-
ent search melodies, which do not contain any errors.
Every search melody has a corresponding song in the
database, and the� -tolerance is de�ned as� = 1 for
tone height errors as well as for tone duration errors
(� = 
 = � ). The weight for the fuzzy search has
been set towf = 0 :9 while the weight for the precise
search has been set towp = 0 :1. A song is de�ned to
be recognized if the song is in the set of the 20 most
potential song candidates, L n with n = 20. Each
potential song candidate is ranked according to its
similarity, so that the most potential song candidate
is listed at position 1, the second most potential song
candidate at position 2 and so forth. Fig. 6 shows
a diagram that illustrates for every ranking position
n (within the set of most potential song candidates)
the number of songs that are recognized at position
n or better. A recognition at position 1 means that a
song could correctly be retrieved. A recognition rate
of nearly 100% is expected for search melodies that do

Figure 5: Search melody included in database: Compar-
ison of similarity maximum distribution for one search
melody compared with all songs within music database.
Top graph: Search with balanced weights (wf = wp =
0:5). Bottom graph: Search with dominant fuzzy search

not contain errors, and Fig. 6 shows that all songs
are recognized. But it surprisingly also shows that
not all songs are recognized at the expected ranking
position of 1. Some songs are recognized at position
2 although the search melodies did not contain any
errors: Due to the � -tolerance it is likely that several
songs may be considered as equivalent according to
their maximum similarity, so that the search master
cannot distinguish between equivalent songs with the
same maximum similarity. A future implementation
should test the best �tting candidates for a given � -
tolerance again with � = 0 to identify the correct
candidate at rank 1. In Fig. 7 the faults have been of

Figure 6: Recognition rates for 100 search sequences
without errors

low probability as shown in Table 1 and resulted in
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100 search sequences with errors as listed in the �rst
line of Table 2. Fig. 7 shows that over 90% of all
searched songs are recognized at rank 1, 2 or 3, and
every song could be retrieved. This is a high recog-
nition rate given that all search sequences have been
faulty.

Table 1: Error probabilities for single notes
Probability of occurenceType of error
Low Medium High

Tone height (Pf ) 0.05 0.1 0.15
Tone duration (Pd) 0.0833 0.166 0.25
Insertion behindi (Pi ) 0.033 0.067 0.1
Omission (Pr ) 0.033 0.067 0.1

Table 2: Percentage of notes with errors for each set of
100 faulty search sequences

Tone ToneProbability
height errors duration errors

Low 11,68 % 14,35 %
Medium 28,98 % 31,14 %

High 34,93 % 46,66 %

Figure 7: Recognition rates for 100 search sequences
with low error probability (see also Table 1)

Fig. 8 illustrates the in
uence of medium probabil-
ity errors in 100 search melody on the retrieval result
(see Table 1 and 2 for probability numbers). The
recognition rate for search melodies with medium er-
ror probability is as expected lower than the recog-
nition rate for search melodies with low error proba-
bility. But it is still high with a rate of nearly 80%
of retrieved songs ranked on position 6 or better. 14
songs could not be retrieved.

Figure 8: Recognition rates for 100 search sequences
with medium error probability (see also Table 1)

Fig. 9 shows the in
uence of high probability er-
rors in 100 search melodies on the retrieval result.
The recognition rate for search melodies with high
error probability decreases further. But 70% of all
songs could be recognized at position 6 or better.
This recognition rate is high in consideration of search
melodies which are that faulty. 20 songs could not be
retrieved.

10 Related Work

A direct comparison of our method with existing re-
sults is di�cult because the evaluations are based
on di�erent music databases and melody inputs
(hummed or synthetically generated). In [18] two ba-
sic architectures are presented: Music databases are
transformed to a symbolic description like MIDI, the
hummed melody is also converted to the same sym-
bolic description. The notes of the search melody
and the music in the database are converted to pitch
contours. The pattern recognition process is either
done by a variant of dynamic programming or by
using Hidden Markov Models. While the authors
of [18] and [15] favor the HMM approach, the ar-
gument in [11] is that the dynamic time warping
method is already working well. The authors advo-
cate a frame-based pitch estimate without forming
discrete notes due to better recognition performance,
but at a higher computational cost.

The MIREX contest [13] is a community-based ef-
fort to compare the performance of various music in-
formation retrieval systems. A dedicated query-by-
singing/humming task exists. Based on a reference
database of 48 ground-truth MIDI �les and 2797 sung
queries the melodies are searched. The recognition

NRC-TR-2007-013 Copyright c
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performance is given for each registered system.

Figure 9: Recognition rates for 100 search sequences
with high error probability (see also Table 1)

11 Conclusion and Outlook

This article presents a system for fault-tolerant
melody search in MIDI databases. A ranking or-
der algorithm is used which can cope with errors in
melody input.

The method has been applied to the problem of
�nding an erroneous melody sequence in a large mu-
sic database. The search algorithm has been imple-
mented on a cluster of connected PCs. The recogni-
tion performance has been optimized with evolution-
ary strategies to �nd the optimal parameter vector.
The results show a high recognition rate even in the
presence of errors and a graceful degradation of the
recognition rate with increasing numbers of errors in
the search melody.

From research perspective it would be interest-
ing to have a large corpus of human melody input
available. This corpus should be annotated com-
pletely and the (error-free) reference melodies should
be known. If also various levels of errors are repre-
sented in this database it would allow to do a proper
benchmarking of various approaches.
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